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LRM: Large Reconstruction Model

“Large Reconstruction Model”, ICLR 2024 Oral
Yicong Hong (intern), Kai Zhang, Jiuxiang Gu, Sai Bi, Yang Zhou, Feng Liu, Difan Liu, Kalyan Sunkavalli, Trung Bui, Hao Tan

Our model

Image-to-3D




LRM Data

IM data =

A Universe of
Annotated 3D Objects

818K synthetic 3D objects from Objaverse [Dec 2022]

220K videos of real objects from MvImgNet [Apr 2023]

Images-to-NeRF and Beyond 4



LRM Model

Single input image Image encoder
512x512x3 12 layers, dim 768, ViT (DINO)

Neural Image Encoder

Neural 3D Decoder

Transformer Decoder
16 layers, dim 1024

Time: image = NeRF = 3D Obj = 6s

Images-to-NeRF and Beyond 5
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Captured image Reconstructed 3D object Captured image Reconstructed 3D object
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LRM: Large Reconstruction Model
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LRM

Single input image Image encoder
512x512x3 12 layers, dim 768, ViT (DINO)

Neural Image Encoder

Neural 3D Decoder

Transformer Decoder
16 layers, dim 1024

Images-to-NeRF and Beyond 10



SparseLRM

Input images
4x512x512x3

\f& — Neural Image Encoder Neural 3D Decoder

U Neural Image Encoder

\,/ — Neural Image Encoder

€ a/ — Neural Image Encoder

Images-to-NeRF and Beyond n



Multi-view Diffusion Model

“‘Instant3D”, ICLR 2024
Jiahao Li (intern), Hao Tan, Kai Zhang, Zexiang Xu, Fujun Luan, Yinghao Xu, Yicong Hong, Kalyan Sunkavalli, Greg Shakhnavorich, Sai Bi

Multi-view / i ,
\\‘\ ./

Diffusion

Multi-view NeRF :
Sushi Car _

Time: text = object = 6~20 seconds (depends on diffusion steps)



Instant3DZ5

(a) a robot made out
of vegetables

(b) Michelangelo style
statue of an astronaut

(c) a bulldozer clearing
away a pile of snow

(d) a squirrel dressed
like Henry VIII king of
England.

-

Our Instant3D
(20 sec)

Shap-E (6 sec)

ProlificDreamer
(10 hours)

DreamFusion-IF
(1.5 hours)



Instant3DZE

“‘Instant3D”, ICLR 2024
Jiahao Li (intern), Hao Tan, Kai Zhang, Zexiang Xu, Fujun Luan, Yinghao Xu, Yicong Hong, Kalyan Sunkavalli, Greg Shakhnavorich, Sai Bi
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a squirrel dressed like Henry VIII King of England

&

a train engine made out of clay a plush dragon toy



DMV3D: LRM as Denoiser

‘DMV3D’", ICLR 2024 Spotlight
Yinghao Xu (intern), Hao Tan, Fujun Luan, Sai Bi, Peng Wang, Jishao Li, Zifan Shi, Kalyan Sunkavalli, Gordon Wetzstein, Zexiang Xu, Kai Zhang

SparseLRM
Rendering




DMV3D: LRM as Denoiser

‘DMV3D’", ICLR 2024 Spotlight
Yinghao Xu (intern), Hao Tan, Fujun Luan, Sai Bi, Peng Wang, Jishao Li, Zifan Shi, Kalyan Sunkavalli, Gordon Wetzstein, Zexiang Xu, Kai Zhang




Latent Diffusion

Diffusion over the
regularized Latent

SiarseLRM l
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PF-LRM: Joint Pose Estimation and 3D Reconstruction

“PF-LRM", ICLR 2024 Spotlight
Peng Wang (intern), Hao Tan, Sai Bi, Yinghao Xu, Fujun Luan, Kalyan Sunkavalli, Wenping Wang, Zexiang Xu, Kai Zhang

Multi-view NeRF

Camera poses




PF-LRM: Joint Pose Estimation and 3D Reconstruction
“PF-LRM", ICLR 2024 Spotlight
Peng Wang (intern), Hao Tan, Sai Bi, Yinghao Xu, Fujun Luan, Kalyan Sunkavalli, Wenping Wang, Zexiang Xu, Kai Zhang

Results on OmniObject3D Dataset:

Method |['R.error] | Acc.@15° 1 | Acc.@30° 1 | T. error |,|' PSNR, ¢ 1 | PSNRyeq. T

FORGE |, 71.06 0.071 0.232 0.726 : r 18.08 19.03 :

HLoc 1 98.65 0.083 0.083 1.343 |, - - l
_RelPose++ |1 6922 | __ 0070 ___ | ___ 0273 ___| __ 0.712_ v ____ = S i

Ours(S) | 15.06 0.695 0.910 0.162 1|] 23.66 2345 |

Ours(L) [+ 7.25 0.958 0.976 0.075 ||' 26.63 27.83 |

. e e e M M M /' o ____ /

Pose Estimation Reconstruction



Human
Human-LRM, Arxiv

Zhenzhen Weng, Jingyuan Liu, Hao Tan, Zhan Xu, Yang Zhou, Serena Yeung-Levy, Jimei Yang
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wput image

Predicted
appearance
(rendered)

Predicted
geometry



Scene

Intern: Yuanbo Xiangli (Amber) (CUHK)
Researchers: Zexiang Xu, Kai Zhang, Sai Bi, Hao Tan, Fujun Luan, Cherry Zhao




As Consistency Metric

Carve3D, ArXiv
Desai Xie, Jiahao Li, Hao Tan, Xin Sun, Zhixin Shu, Yi Zhou, Sai Bi, Soren Pirk, Arie E. Kaufman
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Comparison as scores



As Consistency Metric, and as Reward for RL

Carve3D, ArXiv
Desai Xie, Jiahao Li, Hao Tan, Xin Sun, Zhixin Shu, Yi Zhou, Sai Bi, Soren Pirk, Arie E. Kaufman

Reinforcement Learning

Multi-view & 3 ﬁ Consistency
\ \ /

Diffusion - Score

Sushi Car Reward

o

:
&&c / L u \\
- — L g 4



1

Thanks!

Hao Tan (iZ&) @ Adobe Research

hatan@adobe.com

-
Camera poses



